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Abstract: In this paper, we present a flexible architecture allowing applications and functional users to access 
heterogeneous distributed data sources. Our proposition is based on a multi-agent architecture and a domain 
knowledge model. The objective of such an architecture is to introduce some flexibility in the information 
systems architecture. This flexibility can be in terms of the ease to add or remove existing/new applications 
but also the ease to retrieve knowledge without having to know the underlying data sources structures. We 
propose to model the domain knowledge with the help of one or several ontologies and to use a multi-agent 
architecture maintain such a representation and to perform data retrieval tasks. The proposed architecture 
acts as a single point of entry to existing data sources. We therefore hide the heterogeneity allowing users 
and applications to retrieve data without being hindered by changes in these data sources.

1 INTRODUCTION 

Due to economic globalisation, organizations now 
evolve in a highly competitive environment where 
having the right information at the right time is the 
key of success. In the 90s, companies have invested 
massively in information systems so as to be able to 
store and analyse data through the use of data 
warehouses. The result was one or more information 
systems for each department. To derive higher value 
added from the stored data, departments started to 
share the information found in their systems. 
Organization wide data sharing was rationalized 
through the use of Enterprise Application Integration 
solutions. From a point to point architecture we 
obtained an organized global architecture composed 
of heterogeneous applications communicating 
through message buses. The problem is that in an 
economy where the key word is flexibility the 
information system rationalization created a rigid 
architecture.  

Indeed, the tight coupling of applications and 
data sources makes it difficult to adapt them to 
technological, organizational or economical 
changes. Application or data source evolution are 

difficult to realize as it impact the whole system. 
Moreover, users having access to several data 
sources owned by different departments may find it 
difficult to identify the appropriate data for their 
analysis. Indeed, domain concepts may be found in 
several data sources but their semantic may differ 
from a domain to another. In some cases it may be 
interesting to use data collected by another 
department to make an analysis more complete. 

Our proposal consists in modelling different user 
domain knowledge and associating them to their 
corresponding data found in heterogeneous 
distributed data sources. The user domain 
knowledge is expressed in the form of one or several 
ontologies (Gruber, 1993) that can be shared across 
the organization or between several organizations. 
To take into consideration the changing aspect of an 
organization’s environment and the distributed 
nature of data sources, the knowledge representation 
is manipulated and maintained by a Multi-agent 
system (MAS)(Nwana, 1996; Sycara et al., 1996). 

In this paper, we are going to consider our 
motivations and existing approaches in section 2. 
Section 3 deals with our proposition in terms of 
knowledge representation and in terms of MAS 
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architecture. Lastly section 4 presents a brief 
conclusion and some perspectives. 

2 MOTIVATIONS AND EXISTING 
APPROACHES 

Our work is being carried out in an industrial 
environment composed of several independent 
heterogeneous and distributed data sources. These 
data sources are accessed by several applications for 
production analysis, production planning and follow 
up, decisional and reporting activities. Some 
applications are old legacy applications with direct 
access to the data sources other communicate 
through message buses and other by means of flat 
files. These applications and data sources belong to 
different services and are therefore independent. 
This implies that the data sources can be modified at 
any time, by a service, without any notification to 
the others.  

Our objective is to design and implement a 
mechanism that allow functional user to explore the 
existing knowledge found in different data sources 
and retrieve the associated data without having to 
know the underlying data sources’ structures. This 
data exploration and retrieval should be possible 
even if changes have been operated on the data 
sources. Moreover, we also consider the fact that if 
the data sources are changed the applications 
accessing them are also impacted. We propose to 
isolate these applications from this type of changes 
by creating a single point of entry common to all 
data sources. 

The problem of integrating distributed data 
sources has been addressed by several research 
communities namely the database, artificial 
intelligence and the knowledge representation 
community. Several solutions have been proposed. 

Federated databases (Busse, 1999) consist in 
defining a canonical schema to map the data sources 
logical schemas. Federated data sources create a 
tightly coupled global information system and it is 
therefore difficult to make each components of the 
system evolve without impacting the global 
structure.  

Multi-database query languages allows data 
sources to be loosely integrated as there is no global 
schema, but the main problem is that the semantic 
heterogeneity is not dealt with by the system but by 
the users. Indeed the user has to know the physical 
and logical characteristics of each data sources to be 
able to take into account the data heterogeneity. 

There are several implementations of multi-database 
query languages namely MSQL (Litwin et al., 
1989), SchemaSQL (Lakshmanan et al., 2001) and 
FRAQL (Sattler and Saake, 2000). These languages 
are all SQL extensions.  

Data integration through mediation (Wiederhold, 
1992; Levy, 1999) consists in defining for each data 
source a local schema describing the content of these 
data sources. These local schemas are then mapped 
to a global schema that describes the relationship 
between the content of the local schemas. The 
mapping between the local and the global schema 
can be specified by either the global-as-view or the 
local-as-view approach. This approach allows 
loosely coupled data integration in the sense that the 
data sources remain independent but it creates a tight 
coupling between the local and global schemas. 
Indeed when ever a data source changes the 
mappings have to be updated and this may prove to 
be a tedious task. Some projects based on the 
mediator approach are SIMS (Arens et al., 1993), 
TSIMMIS (Chawathe et al., 1994), 
Infosleuth(Bayardo et al., 1997). Recently two new 
approaches global-local as view and both-as-view 
have been proposed by (Friedman, 1999) and 
(McBrien and Poulovassilis, 2003) respectively. 
These approaches aim at combining the advantages 
of global-as-view and local-as-view. That is 
combining the ease of transforming queries and the 
ease of adding new data sources. 

Ontology driven integration consists in defining 
a local ontology for each data sources and link them 
either by defining a global ontology containing 
concepts that subsumes the local concepts or by 
defining inter-ontology mappings. Ontology driven 
integration presents the same inconvenient as the 
mediation approach. There is a tight coupling 
between the local schemas and the global schema. 
Moreover, it may be difficult to reconcile different 
ontologies to establish inter-ontology mappings. The 
main projects base on ontology driven integration 
are OBSERVER (Mena et al., 2000) and KRAFT 
(Peerce et al., 2000). 

All the above mentioned approaches use 
database views to enable data integration via a 
global schema. According to us these solutions are 
difficult to deploy in an environment where the data 
sources are autonomous. By autonomous we mean 
that each company or service administers its own 
data sources and can therefore modify their structure 
without any notification. Moreover, database view 
administration may be a complex task if the 
modelled domain evolves rapidly. Indeed changes in 
the domain may require the deletion of attributes or 
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relations in the data sources invalidating the views 
used for data integration (Bellahsene, 2002, Amy et 
al, 2002). 

Another point is that the above mentioned 
approaches do not provide any backup mechanism to 
allow for query answering if one data source is 
offline. Indeed to the best of our knowledge we did 
not find any mechanism that redirect query to 
backup data sources if one them fails. 

Lastly, these solutions have been built for human 
use and do not take into account the fact that some 
planning or decisional applications need to access 
these data. In fact when ever a data source is 
modified, it impacts not only the users but also the 
applications using the data source. The applications 
have to be updated either by updating the queries the 
application uses or by updating the source code for 
legacy applications. 

3 PROPOSITION 

Our proposition consists in expressing the content of 
the data sources in terms of users’ domain 
knowledge. This knowledge representation takes the 
form of one or several ontologies, each representing 
a different domain, expressed in OWL DL. The 
ontology does not only express the relation between 
concepts that are present in the data sources but also 
their localization. That allow us to reuse a same data 
source in different domain ontologies. These 
relationships are used to replace views and are used 
to reformulated user queries. In the following we are 
going to explain our knowledge modelling and why 
do we need a MAS to maintain it. 

3.1 Knowledge Modelling 

As we said previously, our knowledge representation 
concern domain knowledge. The main reason is that 
modelling domain knowledge offers greater stability 
as compared to data source logical models. 
Moreover, logical schema presents several 
mechanisms used for data storage and retrieval 
optimization and therefore not embodying any 
domain knowledge that may interest functional 
users.  

Thus we are going to describe concepts like 
“integrated circuit”, “equipment”, “production 
engineer” and for each of them, their associated 
properties. For example, an equipment can have as 
properties, a serial number, a localization, a date of 
purchase, a production load and so on. After having 
identified the concepts and their properties, their 

semantic is specified by defining the appropriate 
relationships between each concept. 

In this form, the ontology allows users to browse 
through the knowledge contained in the data sources 
but it does not allow them to retrieve any associated 
data. We therefore have to add some description 
about their localization. For the time being, we 
consider only databases but our model can easily be 
extended to the description of any other data source 
like XML files or object databases. 

To have a complete description of a concept, we 
consider that properties can be expressed as a 
function of one or several data source attributes 
found in the same or different data sources. For 
example, a production engineer and an equipment 
maintenance engineer will be interested in different 
aspects of an equipment. But both of them would be 
interested in indicators coming from another domain 
like the production load (production domain) or the 
maintenance actions performed on an equipment 
(maintenance domain). Indeed the maintenance 
engineer may use the production load indicator to 
plan and determine future maintenance actions. The 
production engineer will perhaps want to know the 
recent maintenance action performed in case high 
production loss. The problem is that this information 
may not be found in the same data source. For these 
reasons we associate to a property one or more data 
sources. Our proposal is not based on views, the 
queries over the data sources are formed at runtime 
based on the selected concepts and properties. The 
figure below is a UML representation of the basic 
concepts of our ontology.  

 

Figure 1: Ontology model. 
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Figure 1. represents the UML model 
corresponding to the structure of our ontology. A 
concept is composed of properties and relations. 
Each property can have one or more attributes 
referencing the corresponding data found in the data 
sources. Relations define the type of relationship 
existing between two concepts. 

Having linked the knowledge representation to 
the data sources, users can now browse through the 
knowledge contained in the data sources and ask the 
system to retrieve the desired data. But before being 
able to present the retrieve data to the users, we have 
to firstly convert the queries expressed in terms of 
domain knowledge into queries understandable by 
the data sources. Domain queries are composed of 
concepts, properties and constraints on selected 
concepts and properties. The query transformation 
mechanism is explained in section 3.2.2. Secondly, 
we have to check for the data structure consistency 
and harmonize them. Another issue is the coherence 
of the ontology with the data sources. As we said 
earlier, we assume that the data sources are 
independent and can be modified at any time. In this 
case, we must be able to detect the data source 
changes, evaluate the impact on the ontology, make 
the necessary updates and deal with queries that 
have been issued just before the data source change. 

In the next section, we propose to address all 
these issues through a MAS. The latter will have as 
main objective to convert queries expressed in terms 
of domain knowledge into queries understandable by 
data sources, retrieve the corresponding data, and 
harmonize them before presenting them to the users. 
The MAS must also be able to detect any change in 
the database structure, evaluate its impact on the 
ontology and take corrective measures to keep the 
representation coherent and deal with issued queries. 

3.2 Multi-agent Architecture 

In the past years, MAS have been used in a variety 
of applications like distributed computations, 
simulation, computer games, information gathering, 
data mining, production and supply chain planning. 
The use of MAS paradigm is motivated by the 
various interesting properties it presents. 
Software agents are autonomous, this property 
allows them to act on behalf of the user. They can 
contain some level of intelligence, which is either 
hard coded through fixed rules or acquired using 
learning engines. This so-called intelligence allow 
them to interact and adapt to changes in their 
environment. 

Agents are able to communicate with users, other 
systems and other agents as required. 
Communication is an important characteristic, in the 
sense that it allows several agents, having no 
complete information, to cooperate and execute 
complex tasks or achieve complex objectives. 
The motivations behind the use of MAS as a 
potential solution to our distributed and 
heterogeneous data retrieval problem are based on 
organisational and architectural aspects. 
Organisational aspects include the facts that MAS 
can easily auto-adapt to changing environment and 
re-synchronise the elements composing the system. 
Architectural aspects concern the robustness and 
flexibility in terms of administration or operation. 
That is MAS can be partly administered or updated 
without having to switch the whole system offline. 
The MAS architecture that we propose has three 
basic functions; ontology construction assistance, 
information retrieval and ontology coherence 
maintenance. 

3.2.1 MAS and Ontology Construction 
Assistance 

The data sources being distributed, we decided to 
affect a resource agent to each data source. After 
having identified the concepts of a user domain and 
their corresponding attributes in the data sources, the 
system administrator can ask the agents to retrieve 
the corresponding meta-data to instantiate our 
“database” and “sources” concept in our ontology. 
The association of the domain concept to the sources 
is done manually by the administrator. The 
administrator must also define the links that exists 
between different data sources. These links will be 
used when converting ontological queries into SQL 
queries and when fusing the result sets 
corresponding to the queries. The instantiation and 
mapping is done through the use of an ontology 
agent. 

3.2.2 MAS and Information Retrieval 

The information retrieval mechanism, that we 
propose, does not use views for query reformulation 
and checks for the availability of the data sources 
before retrieving data. If the data source is not 
available the mechanism is able to determine the 
accessibility of the data sources participating in the 
query and retranslate the user query based on backup 
data sources.  
Once the ontology built, it allows functional users to 
formulate queries in terms of domain knowledge to 
retrieve data without having to know the data 
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sources’ underlying structures. The main problem is 
that these domain knowledge queries are not 
understood by the data sources. The ontology agent 
translates domain knowledge queries into queries 
understandable by data sources by using the 
information found in the ontology. The steps in our 
query conversion mechanism are: 

 From the selected concepts and properties find 
the corresponding data source attributes 

 From the relevant attributes find the relevant 
data sources and data sources’ tables 

 Compose the queries for each data source 
 From the relevant sources find the applicable 

links between them, from the ontology and 
automatically include the necessary attributes 
and tables in the appropriate queries (defined 
in the previous step) 

 Query the data sources 
 

As we previously said, we stored information 
regarding the data sources for each data source 
attribute added to the ontology. From this 
information we can find out to which table of which 
data source the attribute belongs. This information 
allows us to fill the SELECT and FROM part of an 
SQL query. Concerning the WHERE part and more 
precisely the join clauses, it can be built from a 
directed graph. 
This graph is built by using the meta-information 
regarding the attributes forming the SELECT part of 
the query. The nodes of the graph represent the data 
source tables forming the WHERE clause of the 
query. The join clauses are determined by finding a 
path from one node to another. If several paths are 
found we choose the one that minimises the join 
cost. 
An ontological query can be broken into several 
SQL queries concerning several data sources. The 
links, between the data sources, defined by the 
administrator are used to automatically include 
additional attributes and tables to the queries 
obtained in the previous step. 
The queries are addressed to their respective data 
sources. On receiving the queries each resource 
agent checks their consistency, that is if the elements 
composing the queries are found in the data source. 
If an inconsistency is found, the resource agent 
notifies the ontology agent who asks the other 
resource agent to cancel the data source querying 
and restarts the query reformulation steps but this 
time using backup attributes found in the ontology.  
If the data sources are successfully queried, the 
result is sent to the users via the task agent 
responsible of data harmonization. If the data source 

querying is unsuccessful then an alert is sent to the 
administrator and a notification sent to the user. 
As with any data repository, query response time 
must be as short as possible. To reduce the query 
response time, we defined a conversion matrix 
composed of all the properties contained in our 
ontology and their corresponding attributes found in 
the data sources. Their equivalence is specified by a 
“1” at the intersection of the row and a column 
respectively. Therefore whenever a query translation 
has to be performed, no inference is made on the 
ontology; instead the conversion matrix is used, 
speeding up the translation. 
As compared to approaches based on views the 
query transformation is done at runtime and 
therefore only existing attributes and online data 
sources are selected. Moreover the burden of views 
administration and maintenance is considerably 
reduced. Indeed, the only views created are views 
generally created by each local data source 
administrator to speed up query answering. These 
views can therefore be administered locally without 
any impact on the global data integration system. 

3.2.3 MAS and Ontology Coherence 

As we mentioned in section 2, we consider that the 
applications and the data sources are independent 
and can therefore be modified at any time by the 
system administrator. This poses serious problems as 
regards to the coherence of our ontologies with the 
data sources. Indeed, if the system administrator 
removes some attributes, tables or even a data base 
without any notification the users will not be 
informed and will continue to send queries, 
containing the removed attributes, to the data 
sources.  

We propose to use the resource agents to monitor 
data sources and automatically detect any change,  
operated by the administrators, in the data sources’ 
structures. When a change occurs, a notification is 
sent to the ontology agent. Using the conversion 
matrix, the latter is able to identify the impacted 
concepts and evaluate the impact on the ontology. 
The impact is measured by determining the number 
of relations that the impacted concept has. After 
having determined the impact of the changes on the 
ontology, the ontology agent can either, in case of 
attributes deletion, prevent the users from selecting 
the properties of the concepts that have changed or 
inform the system administrator that new data have 
been added to the data sources. The administrator 
can then decide if the new data should be associated 
to a concept or not. 
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Moreover, our proposition must also deal with 
queries that have been issued by user unaware of the 
changes. In this case, the system tries to return a 
partial answer and an explanation for the partial 
result. 

4 CONCLUSION 

We presented in this paper our current work on a 
MAS for information systems semantic 
interoperability. The aims of such an architecture is, 
firstly, to be able to explore and share knowledge 
present in heterogeneous distributed data sources 
within and between organization. Secondly isolate 
users and applications from changes in the data 
sources while allowing them to retrieve any data 
from any data sources at any time. We have partly 
implemented our MAS architecture and developed a 
small ontology describing the knowledge contained 
in three data sources. Some future perspectives 
would be to develop an database annotation 
mechanism that allows our agents to automatically 
add new data sources to the ontology 
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